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Abstract

This paper will demonstrate how JPEG compression works, why it is used, and how effective it
is. In particular we will use the Camera picture (see Fig 5) as a demonstration of JPEG compression

and demonstrate that the image is compressed with barely any visual difference. Title Page

1. Introduction

The main difference between Calculus and Linear Algebra is that Calculus deals with continuous (infinite)
functions while Linear Algebra is used with discreet (finite) quantities (See Figure 1). Because computers
can only work on finite quantities they use Linear Algebra constantly. In fact, one of the main uses of
the average computer today is in storing digital images. However, this has not always been the case, 14
years ago (in the early 90’s), most computers weren’t used to store images because they took up way
to much file space on the computer. This in turn meant that pictures most pictures couldn’t be stored
on the internet since the large file size took so Something had to be done to decrease the file size. The
answer was file compression.

In 1986 the Joint Picture Experts Group (JPEG) was formed, when several organizations that had
individually been tackling the issue of file size joined forces to collectively work out a solution to the
problem of file size. Five years later in 1991, Gregory K. Wallace, the then chair of JPEG, published
the now famous paper The JPEG Still Compression Standard. which outlined how to better compress
images using the JPEG algorithm.




Calculus

Figure 1: Calculus Vs. Linear Algebra.

2. Image Types

Today there are two distinct types of digital graphics, vector and bitmap. JPEG compression only
works on bitmap images since vector graphics are not digital images, and cannot be made any smaller.
Bitmaps, on the other hand, can be compressed and the process is called lossy compression because when
the image is compressed some of the information. Bitmap images are m x n matrices where every entry
in the 'picture matrix corresponds to a small square in the picture. Bitmaps come in four main types
(See Figure 2). The first is binary (black and white), where the image is an m X n matrix with every
element in the matrix being either a 0 (for black), or a 1 (for white), these images are very poor quality,
and are almost never used for storing digital images. The second type is intensity images which store a
number between 0 and 1, in every entry of the matrix. Intensity images, like binary images, have zero
(0) as complete black, and one (1) as absolute white. however, unlike binary images, intensity images
have many different shades of gray, corresponding to numbers between zero and one. The next type is
indexed images, where there are 256 different colors, (or shades of gray) which are stored in the image
file as the image index. Every element in image matrix has a number between 0-255 which corresponds
to a certain color, (or shade of gray) in the index. The last type is truecolor, or RGB (Red,Green,Blue),
where the image is composed of three layered m x n matrices, one for each red, green, and blue. Today
most pictures are Truecolor, but there are some indexed and intensity images in use. JPEG Compression
is diverse enough to compress all three types of images.

Introduction

Image Types

The DCT

The Compression Process
Quantizing

Reordering Process

Final File Sizes Compared
Reading the. ..

conclusion




r___ﬁil_'_lary (B +W)

|
I
|

Intensity Image
(shades of gray)

Indexed Image
(256 best colors)

Figure 2: Image Types
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Figure 3: Visual Illusion Figure 4: Illusion Revealed

3. JPEG Compression

One of the things that the JPEG realized is that many digital images have very gradual changes in the
intensity over most of the image. Besides this they realized that the human eye can only differentiate
between similar shades of light-intensity, or luminance, to a certain extent. As an example, the picture
in in Figure 3 represents 256 different shades of gray, but the human eye is tricked, to a certain extent,
into believing that there are 16 shades, corresponding to the 16 rows. This illusion is revealed when we
overlay the picture with a color map, as in Figure 4. Now, it change in intensity becomes more apparent.
These figures represent the two main things that the JPEG realized and used to compress images. The
first is that the human eye can’t notice much of a changes in the levels of luminance, (as shown in
Figure 3) because of this you can change most of luminance in each row to a single luminance and then
store this one luminance as a single luminance. The second is that the human eye is only so effective at
differentiating between colors that are similar, for example try differentiating the color between any two
pixels in Figure 4. The JPEG discovered that besides removing the most of the variations in luminance,
most of the slight changes in color (from pixel to pixel) can be removed and still end up with a very
good representation of the image. This way, instead of storing the individual pixel’s color and intensity,
only the gradual changes of color and luminance (across the picture) need to be stored which results
in smaller file size. In order to get to a place where they could do this, the JPEG implemented The
Discreet Cosine Transform.
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Figure 5: Camera Figure 6: 8 x 8 blocks of picture

4. The DCT

The fundamental idea behind JPEG, and for that matter any picture compression is that you can take
the values stored in a picture matrix and transform those numbers from one basis to another, where the
new basis stores your revelent information in a more compact form. For the JPEG, the original basis was
the two-dimensional spacial basis, where, as stated above, every entry in the picture matrix represents
an actual square pixel which has a spacial position in the picture, (e.g. Figure 5). The basis that would
store the image values more compactly was the frequency basis, where the frequencies represent changes
in the values of luminosity. Higher frequencies represent, quick changes if luminosity from pixel to pixel,
and the low frequencies represent gradual changes across the entire picture. The way we get from one
basis is through a transform, and the way we get from the spacial domain and into the frequency domain
is through the Discreet Cosine Transform (DCT). The DCT not only takes any matrix I from the spacial
basis to the frequency basis, but it separates them frequencies, and this is what makes the DCT so
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valuable. the The ideal Discreet Cosine Transform is of the form

77
(2z + 1)um 2y + 1)vm
F(u,v) = (1/4)[C(u)C(v) f(z,y) — — ] (1)
[ ;}; Y cos( T >cos( = )]
where s
_J1/v2 for u,v =0,
Clu),Clv) = {1 for all other values of u, v.

In matrix notation the DCT can be simply described as DID” where I is the n x n input matrix, D is
the n x n DCT-matrix and D7 is the transpose of matrix D.

5. The Compression Process

The JPEG compression algorithm only works on 8 x 8 blocks of a matrix, so the first step in the in an
algorithm using JPEG compression is to break the matrix into 8 x 8 blocks (See Figure 5). Once this
has happened the 8 x 8 'mini-matrix’ blocks are put through the DCT, where the lower frequencies, or
gradual changes in luminosity are pushed toward the upper-left of the 8 x 8 matrix. For example, see
the graph of the DCT’s of the first row, and column of the camera picture in Figures 7, and 8, Note that
the large jumps from pixel to pixel, in the top graph of each figure are pushed to the beginning of the
DCT in the bottom graph. For a numerical value see the DCT of an 8 x 8 block (below).

DCT of top-left 8 x 8 Block (from Camera)

[ —277.2500 299.9800 —44.7020 77.4830 —38.2500 4.3192 4.4450 —14.8060 T
—22.8490 35.0590 —4.2963 —34.4070 31.6110 —19.7680 10.4170  —3.7887
—172.7500 —53.5300 46.0810 —6.0771 0.34704 3.7964 20.5980 3.8583
11.7450 —25.3490 —14.2570 4.1872 3.5071  —9.3662 —18.4440 —2.2608 9
30.0000 19.1480 18.0910 3.3747  —10.5000 9.5503 2.5186 1.7024 (2)
—20.7030 3.5883  —4.0123  —9.1539 11.5050  —8.9129 1.5710  —1.0275
19.3310 —10.2170  —1.1523 7.3414  —9.6147 6.9303  —4.8308 0.72679
—15.7720 3.4236 1.6796  —5.0539 5.4032  —3.7346 3.0328 0.16645 |

Note: all the large values are in the upper left hand corner

While the DCT is the key to JPEG compression, it does not do any of the compression itself, it
merely gets the image in the correct form so that the essential parts of the image are apparent, (i.e.
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the low frequencies being pushed into the top-left hand corner). However, as soon as the image is run
through the DCT it is ready for the compression step.

6. Quantizing

Compression really occurs when we quantize the matrix. The Process of quantization occurs when we
divide every number in the 8 x 8 DCT matrix by a corresponding number in the Luminance (light
intensity) Quantization table (see Figure 9). What quantization does is to decide how far apart to space
levels of intensity, (for example, quantization decides whether there should be two values of luminance -
i.e. binary - in the image, or 256). When this happens most of the 64-elements in the 8 x 8 block to a
number that is between - and , since they are being divided by such large numbers in the quantization
table. Then, once the 8 x 8 has been divided, each element is rounded to the nearest integer, this step
turns all those elements between - and to zero, which makes the 8 x 8 matrix mostly sparse (mostly
zeros as entries). Basically the process is

DCT 8 x 8 block
Quantization Table

Round ( ) = Sparse Matriz (3)

for example the quantization matrix we used is below:

[16 11 10 16 24 40 51 61
12 12 14 19 26 58 60 55
14 13 16 24 40 57 69 56
14 17 22 29 51 87 80 62 (4)
18 22 37 56 68 109 103 77

24 35 55 64 81 104 113 92
49 64 78 87 103 121 120 101
72 92 95 98 112 100 103 99
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By dividing the matrix (2) by table (4) and rounding according to equation (3) we get the following
sparse matrix.

[—17 27 -4 5 -2 0 0 0]
-2 3 0 -2 1 00 0
-12 -4 3 0 0 0 0 0
1 -1 -1 0 0 0 0 0
2 1 0 0 0 000 (5)
-1 0 0 0 0 000
0 0O 0 0 0 00 O
| 0 0 0 0 0 0 0 O

However, since we are rounding we get error, which cannot be retrieved, since the error is permanently
removed. The reason that we can still do the roundoff is because usually the roundoff error doesn’t make
any visible difference since the DCT puts the low frequency values (or gradual changes in intensity)
mostly at the top left, and because of this a special bias is given to the top-left hand values in that
they are divided by smaller numbers which ensures that they will be greater than |1/2| which means
those main values won’t round to zero, and which guarantees that the main pattern (low frequency) is
preserved. Thus the roundoff error only gets rid of the almost unnoticeable pixel-to-pixel variations in
intensity of the high frequency signals.

The quantization table that we used (See Figure 9) is the one JPEG recommended for optimal
compression. However, this quantization table is not the only one, it is simply the one that JPEG
recommends as the best experimental values. Different Quantization Tables can be used to achieve
different levels of compression. For example in Figure 10 we divided the camera picture by a scalar
multiple of the quantization table and we got varying levels of compression. Note that when the multiple
is smaller than one, the step sized between luminosity is decreased and the quality of the matrix is
increased (bottom right of Figure 11). When the quality is larger than one, the step-size between
intensities is increased and the quality of the compressed image is decreased (bottom left of Figure 11)

The Quantization Table decides what the step size between the light-intensities of the individual
pixels will be.

Below is the original picture, and three other pictures that have been compressed using different multiples of
the quantization table.
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Figure 9: Quantization Table
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Figure 11: Image quality based on multiple of quantization table
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7. Reordering Process

Once the image has been quantized there are many runs of zeros throughout the matrix so, the 8 x 8 blocks are
reordered as single 64-element columns and in a way that gives long runs of zeros, usually according to the order
in Figure 12. Now the Huffman or arithmetic encoding algorithms are used to store the main information of the
64-element columns while removing most of the zeros which decreases the file size. For fast results instead of
creating a program for the Huffman or arithmetic coding on the Camera Picture we simply put the 64-element
columns into a sparse matrix as an encoding method. Finally we compared the file size of the original picture to

the compressed picture.
- E
L]

Figure 12: Zigzag Pattern

-17 2t -4 5 -2 0 0 O -7 -4 1 0 0 0 0 O
-2 3 0 -2 1 0 0 O 27 1 0O 0 0 0 0 O
-12 -4 3 0 0 0 0 O -2 2 -1 0 0 0 0 O
1 -1 -1 0 0 0 0 O -12 -1 1 0 0 0 0 O
2 1 0 0 0 0 0 O 3 3 =10 0 0 0 O
-1 0 0 0 0 0 0 O -4 -2 0 0 0 0 0 O
0 0 0 0 0 0 0 O 5 -2 0 0 0 0 0 O
0 0 0 0 0 0 0 O 0 0 0O 0 0 0 0 O

The matrix on the left is the result of after the matrix has been sent through the quantization process (note the
zeros), and the matrix on the right is the same matrix reordered by the zigzag reordering pattern of Figure (10).
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>>whos

Name Size Bytes Class
yi 256x256 524288 double array
y 256x256 125060 double array (sparse)

Figure 13: Image Sizes

Figure 14: Original Image Figure 15: Compressed Image

8. Final File Sizes Compared

The original matrix was 524kb while the final matrix was 125kb. That’s almost a fourth the size, and we weren’t
even using the efficient Huffman coding method.(See Figure 13) Below yl is the original image, and y is the
the compressed image stored in a sparse matrix. Note that the original image is about 4 times as large as the
compressed image.

9. Reading the Compressed image
Once the image is compressed and saved, the process of compression is complete, however, it still remains to

show how the file is read by a picture viewing program, but this is easily done. First the Picture Viewer uses
the Huffman or arithmetic decoders and reassembles the image as 64-element columns. Then the columns are
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rearranged back into 8 x 8 blocks. Next the 8 x 8 blocks are multiplied by the Quantization Table. Finally the
8 x 8 blocks are put through the Inverse Discreet Cosine Transform (IDCT) which brings the matrix back to
the spacial domain, at which point the image is displayed and we get a very close approximation to the original
image matrix.

10. Conclusion

In conclusion, we have shown how JPEG compression is achieved and that it is effective in its goal of reducing
file size while keeping quality. We have demonstrated that the compression algorithm utilizes the Discreet Cosine
Transform to change the basis of the image matrix from the spacial basis to the frequency basis, and at the same
time separate the low frequencies, which contain the most information about the picture into the top-left hand
corner of the each 8 x 8 block. Then by quantizing and rounding compression was achieved and finally by using
efficient coding (Huffman, or Arithmetic) the file size of the image was made much smaller.
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